Administrative

- A2 has a number of corrections on
Pizza. They are fixed in most recent .zip
file.

- Btw CNNs in Matlab: http://www.vlfeat.
org/matconvnet/
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Visualizing and Understanding
Convolutional Neural Networks

dumbbell cup dalmatian
[Simonyan et al. 2014]
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Where we are...
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I. . output layer
input layer

hidden layer 1 hidden layer 2
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Every stage in a ConvNet has activations of three dimensions:

HEIGHT

/ WIDTH
_—

DEPTH
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CONV CONV POOLCONV CONV POOL CONV CONV POOL gg
l ReLU l ReLU l l ReLU l ReLU l l ReLU l ReLU l (Fully-connected)
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Typical ConvNets look like:

'CONV-RELU-POOL]xN,[FC-RELUJxM,FC,SOFTMAX or

[CONV-RELU-CONV-RELU-POOL]xN,[FC-RELU]xM,FC,SOFTMAX
N>=0,M>=0

Note:
(last FC layer should not have RELU - these are the class scores)
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Convolutional Layer

IF

OO0 O(

Just like normal Hidden Layer BUT:

- Connect neurons to the input
in a local receptive field

- All neurons in a single depth
slice share weights

Lecture 8 - 9 2 Feb 2015
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The weights of this neuron visualized
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ACﬁ,Vﬁonsr convolving the first filter in the input gives /
-

the first slice of depth inNoutput volume

Activations:
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Max Pooling Layer

downsampling

16

Single depth slice

A
X 1112 4
max pool with 2x2 filters
516 | 7| 8 and stride 2 6 | 8
L
312|110 3 | 4
112 |3 | 4
Pooling layer downsamples every activation
> map in the input independently with max.
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Modern CNN trend toward:

- Small filter sizes (3x3 and less)

- Small pooling sizes (2x2 and less)
- Small strides (stride = 1, ideally)

- Deep

- Conv Layers should pad with zeros to not reduce spatial size
- Pool Layers should reduce size once in a while
- Eventually Fully-Connected Layers take over

Fei-Fei Li & Andrej Karpathy Lecture 8 - 13 2 Feb 2015



INPUT: [224x224x3]  memory: 224*224*3=150K params: 0 (not counting biases)

CONV3-64: [224x224x64] memory: 224*224*64=3.2M params: (3*3*3)*64 = 1,728 Note:

CONV3-64: [224x224x64] memory: 224*224*64=3.2M s: (3"3*64)*64 = 36,864

POOL2: [112x112x64] memory: 112*112*64=800K params: 0 .
CONV3-128: [112x112x128] memory: 112*112*128=1.6M params: (3*3*64)*128 = 73,728 Most memory is in
CONV3-128: [112x112x128] memory: 112*112*128=1.6M params: (3*3*128)*128 = 147,456 early CONV

POOL2: [56x56x128] memory: 56*56*128=400K params: 0

CONV3-256: [56x56x256] memory: 56*56*256=800K params: (3*3*128)*256 = 294,912

CONV3-256: [56x56x256] memory: 56*56*256=800K params: (3*3*256)*256 = 589,824

CONV3-256: [56x56x256] memory: 56*56*256=800K params: (3*3*256)*256 = 589,824

POOL2: [28x28x256] memory: 28*28*256=200K params: 0

CONV3-512: [28x28x512] memory: 28*28*512=400K params: (3*3*256)*512 = 1,179,648

CONV3-512: [28x28x512] memory: 28*28*512=400K params: (3*3*512)*512 = 2,359,296

CONV3-512: [28x28x512] memory: 28*28*512=400K params: (3*3*512)*512 = 2,359,296

POOL2: [14x14x512] memory: 14*14*512=100K params: 0 Most params are
CONV3-512: [14x14x512] memory: 14*14*512=100K params: (3*3*512)*512 = 2,359,296 in late FC
CONV3-512: [14x14x512] memory: 14*14*512=100K params: (3*3*512)*512 = 2,359,296

CONV3-512: [14x14x512] memory: 14*14*512=100K params: (3*3*512)*512 = 2,359,296

POOL2: [7x7x512] memory: 7*7*512=25K params: 0 /
FC: [1x1x4096] memory: 4096 params: 7*7*512*4096 = 102,760,448

FC: [1x1x4096] memory: 4096 params: 4096*4096 = 16,777,216

FC: [1x1x1000] memory: 1000 params: 4096*1000 = 4,096,000

TOTAL memory: 24M * 4 bytes ~= 93MB / image (only forward! ~*2 for bwd)
TOTAL params: 138M parameters
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_ecture 8:

Visualizing and Understanding
Convolutional Neural Networks

dumbbell cup dalmatian
[Simonyan et al. 2014]
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Q: What are the properties of the
learned CNN representation?

POOL2: [14x14x512] memory: 14*14*512=100K params: O “C N N COd e”
CONV3-512: [14x14x512] memory: 14*14*512=100K params: (3*3*512)

*512 = 2,359,296

CONV3-512: [14x14x512] memory: 14*14*512=100K params: (3*3*512)
*512 = 2,359,296

CONV3-512: [14x14x512] memory: 14*14*512=100K params: (3*3*51

“512 = 2 350 296 A CNN transforms the
POOL2: [7x7x512] memory: 7*7*512=25K par

: image to 4096 numbers
POOL2: [7x7x512] memory: 7*7*512= params: O

FC: [1x1x4096] memory: params: 7*7*512*4096 = 102,760,448 that are then linearly
[FC: [1x1x4096] heThory: 4096 params: 4096*4096 = 16,777,216 classified.
FC: [1x1x1000] memory: 1000 params: 4096*1000 = 4,096,000

TOTAL memory: 24M * 4 bytes ~= 93MB / image (only forward! ~*2 for bwd)
TOTAL params: 138M parameters
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Method 3: Visualizing the CNN code representation

(*CNN code” = 4096-D vector before classifier)

T 2N

. N
NI D L4

query image nearest neighbors in the “code” space

(But we’d like a more global way to visualize the distances)
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t-SNE visualization

[van der Maaten & Hinton]

Embed high-dimensional points so that
locally, pairwise distances are conserved

i.e. similar things end up in similar
places. dissimilar things end up wherever

Right: Example embedding of MNIST
digits (0-9) in 2D

Fei-Fei Li & Andrej Karpathy
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t-SNE visualization:

two images are
placed nearby if their
CNN codes are
close. See more:

http://cs.stanford.
edu/people/karpathy/cnnembed/

Fei-Fei Li & Andrej Karpathy
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http://cs.stanford.edu/people/karpathy/cnnembed/
http://cs.stanford.edu/people/karpathy/cnnembed/
http://cs.stanford.edu/people/karpathy/cnnembed/

t-SNE visualization
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Q: What images maximize the score of
some class in a ConvNet?
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Deep Inside Convolutional Networks: Visualising Image Classification Models and Saliency Maps
Karen Simonyan, Andrea Vedaldi, Andrew Zisserman, 2014

1. Find images that maximize some class score:

arg max

Score for class ¢ w
(before Softmax)

Se(1)

|

Remember:

regularization loss

Z;

Y;

S

core function | 1
J—’ f(xz,W) data loss L

Lecture 8 - 22 2 Feb 2015
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Deep Inside Convolutional Networks: Visualising Image Classification Models and Saliency Maps
Karen Simonyan, Andrea Vedaldi, Andrew Zisserman, 2014

1. Find images that maximize some class score:

,-7 "
A

dumbbell cup dalmatian

bell pepper lemon husky
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Deep Inside Convolutional Networks: Visualising Image Classification Models and Saliency Maps
Karen Simonyan, Andrea Vedaldi, Andrew Zisserman, 2014

1. Find images that maximize some class score:

washing machine computer keyboard kit fox

goose limousine
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Deep Inside Convolutional Networks: Visualising Image Classification Models and Saliency Maps

{

Karen Simonyan, Andrea Vedaldi, Andrew Zisserman, 2014

2. Visualize the
Data gradient:

e

(note that the gradient on
data has three channels.
Here they visualize M, s.t.:

]\[z] — IMnax, |wh(z’,j,c)|

(at each pixel take abs val, and max
over channels)
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Deep Inside Convolutional Networks: Visualising Image Classification Models and Saliency Maps
Karen Simonyan, Andrea Vedaldi, Andrew Zisserman, 2014

2. Visualize the
Data gradient:

(note that the gradient on
data has three channels.
Here they visualize M, s.t.:

]\[z] — IMnax,. lwh(i,j,c)l

(at each pixel take abs val, and max
over channels)

Fei-Fei Li & Andrej Karpathy Lecture 8 - 26 2 Feb 2015




Deep Inside Convolutional Networks: Visualising Image Classification Models and Saliency Maps
Karen Simonyan, Andrea Vedaldi, Andrew Zisserman, 2014

- Use grabcut for
segmentation
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Q: What do the individual neurons
look for in an image?
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Rich feature hierarchies for accurate object detection and semantic segmentation
[Girshick, Donahue, Darrell, Malik]

Figure 4: Top regions for six pool; units. Receptive fields and activation values are drawn in white. Some units are allgned to concepts,
such as people (row 1) or text (4). Other units capture texture and material properties, such as dot arrays (2) and specular reflections (6).
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Visualizing and Understanding Convolutional Networks
Zeiler & Fergus, 2013

Visualizing arbitrary neurons along the way to the top...

Fei-Fei Li & Andrej Karpathy Lecture 8 - 30 2 Feb 2015



Visualizing arbitrary neurons along the way to the top...
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(d) Classifier, probability (e) Classifier, most

(a) Input Image of correct class probable class

;| ™ Afghan hound
B Gordon setier
B Irish setter
B Mortarboard
O Furcoat
0 Academic gown
O Australian terrie
@ lce lolly

4 B Viesla
B Neck brace

True Label: Afghan Hound
R e
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(c) Layer 5, strongest (d) Classifier, probability (e) Classifier, most
(a) Input Image (b) Layer 5, strongest feature map feature map projections of correct class probable class
W Pomerani
B Tennis ball
£ Keeshond
B Pekinese

!
/ | \
| 1§ 1
' i
¥
A
iwi f

ar Wheel

True Label: Afghan Hound
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Question: Given a CNN code, is it
possible to reconstruct the original
image?
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Understanding Deep Image Representations by Inverting Them
[Mahendran and Vedaldi, 2014]

original image .
reconstructions

from the 1000
log probabilities
for ImageNet
(ILSVRC)
classes
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Find an image such that:
- Its code is similar to a given code
- It "looks natural” (image prior regularization)

x* = argmin £(P(x),Py) + AR(x)

xGRHxWxC
U(®(x), Do) = [|P(x) — Pol|?

Solve using SGD + Momentum
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Reconstructions from the representation after last last pooling layer
(immediately before the first Fully Connected layer)
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Reconstructions from intermediate layers

Fei-Fei Li & Andrej Karpathy Lecture 8 - 39 2 Feb 2015



Multiple reconstructions. Images in quadrants
all “look™ the same to the CNN (same code)
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We can pose an optimization over the input

image to maximize any class score. That seems
useful.

Question: Can we use this to “fool” ConvNets?
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Intriguing properties of neural networks
[Szegedy et al.]

-

corret +disto ] ostrich
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These kinds of results were around even before ConvNets...

Exploring the Representation Capabilities of the HOG Descriptor
[Tatu et al., 2011]

N

|ldentical HOG represention

Fei-Fei Li & Andrej Karpathy Lecture 8 -43 2 Feb 2015



Deep Neural Networks are Easily Fooled: High Confidence Predictions for Unrecognizable Images
[Nguyen, Yosinski, Clune]

>99.6%
confidences

robin

cheetah

armadillo

lesser panda

centipede

jackfruit

bubble
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Deep Neural Networks are Easily Fooled: High Confidence Predictions for Unrecognizable Images
[Nguyen, Yosinski, Clune]
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Deep Neural Networks are Easily Fooled: High Confidence Predictions for Unrecognizable Images
[Nguyen, Yosinski, Clune] P

obelisk comic book  medicine car wheel computer hand blower dial

chest keyboard telephone
L -
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Image space
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Training set
Test set

Adversarial

Example |26]

Evolved images,
indirectly encoded
|this|

Gradient ascent
[this, 10, 22]
and evolved
images, directly
encoded [this]
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EXPLAINING AND HARNESSING ADVERSARIAL EXAMPLES
[Goodfellow, Shlens & Szegedy, 2014]

“primary cause of neural networks’ vulnerability to adversarial
perturbation is their linear nature”

Fei-Fei Li & Andrej Karpathy Lecture 8 -48 2 Feb 2015



EXPLAINING AND HARNESSING ADVERSARIAL EXAMPLES
[Goodfellow, Shlens & Szegedy, 2014]

“primary cause of neural networks’ vulnerability to adversarial
perturbation is their\linear nature”

(btw Jon Shlens is coming to give a talk in this class on March 2nd)
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Lets fool a binary linear classifier:
(logistic regression)

1

. T
ELE e—(w7w+b) . 0'(’(1) T+ b)

Since the probabilities of class 1 and 0 sum to one, the probability for class 0 is
Ply=0|z;w,b) =1— P(y=1| x;w,b) . Hence, an example is classified as a positive example (y = 1) if
a(wTw + b) > 0.5, or equivalently if the score wlz+b>0.
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Lets fool a binary linear classifier:

<— input example

<— weights

P(y=1 | z;w.b) = wlz +b)

(EEE e—(wTz+b) B 0(
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Lets fool a binary linear classifier:

X |2 |1 |3 |2 |2 |2 |1 |4 |5 |1 <~ input example

W -1 -1 1 -1 1 -1 1 1 -1 1 <— weights

class 1 score = dot product:
=2+1+3+2+2-2+1-4-5+1=-3

=> probability of class 1 is 1/(1+e”(-(-3))) = 0.0474

i.e. the classifier is 95% certain that this is class 0 example.

1

P(y =1 | a:;w,b) — i e—(u'Ta:+b)

— g(wlz +b)
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Lets fool a binary linear classifier:

X |2 |1 |3 |2 |2 |2 |1 |4 |5 |1 <~ input example

W -1 -1 1 -1 1 -1 1 1 -1 1 <— weights

adversarial x

class 1 score = dot product:
=2+1+3+2+2-2+1-4-5+1=-3

=> probability of class 1 is 1/(1+e”(-(-3))) = 0.0474

i.e. the classifier is 95% certain that this is class 0 example.

Ply=1| z;w,b) = = o(wlz +b)

ygEE e—(wTz+b)
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Lets fool a binary linear classifier:

X |2 |1 |3 [2 |2 |2 |1 |4 |5 |1 <~ input example

W -1 -1 1 -1 1 -1 1 1 -1 1 <— weights

) 15 |-15 |35 |-25 |25 1.5 15 |-35 |45 1.5
adversarial x

class 1 score before:

2+1+3+2+2-2+1-4-5+1=-3

=> probability of class 1 is 1/(1+e”(-(-3))) = 0.0474 Ply=1|z:w,b) = 1
-1.5+1.5+3.5+2.5+2.5-1.5+1.5-3.5-4.5+1.5 = 2 S0 el
=> probability of class 1 is now 1/(1+e”(-(2))) = 0.88

i.e. we improved the class 1 probability from 5% to 88%

= o(wlz +b)
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Lets fool a binary linear classifier:

X |2 |1 |3 [2 |2 |2 |1 |4 |5 |1 <~ input example

W -1 -1 1 -1 1 -1 1 1 -1 1 <— weights

) 15 |-15 |35 |-25 |25 1.5 15 |-35 |45 1.5
adversarial x

class 1 score before: This was only with 10 input

2+1+3+2+2-2+1-4-5+1=-3 dimensions. A 224x224 input
=> probability of class 1 is 1/(1+e”(-(-3))) = 0.0474 image has 150,528.
-1.5+1.5+3.6+2,5+2.5-1.5+1.5-3.5-4.5+1.5 = 2 (its significantly casier with
=> probability of class 1 is now 1/(1+e”(-(2))) = 0.88 more numbers, need smaller

i.e. we improved the class 1 probability from 5% to 88%  nudge for each)
Fei-Fei Li & Andrej Karpathy Lecture 8 - 55 2 Feb 2015




EXPLAINING AND HARNESSING ADVERSARIAL EXAMPLES
[Goodfellow, Shlens & Szegedy, 2014]

“primary cause of neural networks’ vulnerability to adversarial
perturbation is their linear nature”

In particular, this is not a problem with Deep Learning, and
has little to do with ConvNets specifically. Same issue
would come up with Neural Nets in any other modalities.
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Question: When does CNN work well and
when does it not?
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ImageNet (ILSVRC competition) analysis
1. Detecting avocados to zucchinis: what have we done, and where are we going?

2. ImageNet Large Scale Visual Recognition Challenge
[Olga Russakovsky et al.]

Cannon Spider Web

Candle

Skewdriver Hatchet Pool Table Leopard

B

Red Wine

! Amount of Texture
Object Scale

Ant

Stocking

-

Lizard Mushroom Strawberry
o

Number of Instances Color Distinctiveness

Compass  Racket Minivan Steel Drum

Image Clutter ' &

Deformability

Shape Distinctiveness

Real-world Size

Low High Low High
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Image classification

Easiest classes
red fox (100) hen-of-the-woods (100) ibex (100)  goldfinch (100) flat-coated retriever (100)

2, PN “
. N ;?‘r;f o : *
tiger (100) porcupine (100) stingray (100) Blenheim spaniel (100)
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Image classification Image classification Image classification

1 1 1

= i o >
g | g g
- | = |

0.95 ‘ 0.95 3 0.95
g | g 8
B 5
o] 5 =
o : = o
= 09 ‘G 09 = 09
@ 3 S @
o & o

0.85 — J 085—"Fg Dst — ‘Rig Def 0.85 )

Rigid  Deformable Man-made Natural None Low Medium High

(Amount of texture)
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CNN vs. Human

[What | learned from competing against a ConvNet on ImageNet]
Karpathy, 2014: http://bit.ly/humanvsconvnet

consemme

BT FTeTES

holdog, hot dog, red hot
’ hotdog, hot dog. red hot

’ cresseburger

GoogLeNet predictions course| entree, main course|
hotdog, hot dog, red hot “8'8

ice cream, icecream

buckeye, horse chestrut, conkar J ’
French loaf I ‘

cheesaburger

dessert, sweet, aters| [frozen dessert|

Try it out yourself: http://cs.stanford.edu/people/karpathy/ilsvrc/
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http://bit.ly/humanvsconvnet
http://cs.stanford.edu/people/karpathy/ilsvrc/

Austlun terrier

S e T T I
< I.FIH&&I&I.

= -, PN TP

=
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GooglLeNet correct GooglLeNet wrong

@ | 1352/1500 72/1500

S P * Objects very small or thin o

(&} o o [

= @ * Abstract representations GOOg Le N et 6 . 8 A)

€ * Image filters

> 1 L] 0

= Andrej: 5.1% phew...
46/1500 30/1500

oo

S| * Fine-grained + Multiple objects

2 recognition * Incorrect annotations

s| ¢ Class unawareness

g * Insufficient training

= data

i

rule, ruler king crab, Alaska crab sudewinder salishaker, salt shaker reel hatchet schipperke
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In Summary:

- We looked at several works that try to visualize how
ConvNets work and what they learn

- We saw that you can “break them”, but this is not a
problem with deep learning (in fact, DL will be the
solution), and has little to do with Computer Vision or
ConvNets. It's a problem with the mathematical forms
we use in forward pass and training objective.

- We looked at where ConvNets work and don’t work
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Next Lecture:

Transfer Learning and Finetuning
ConvNets
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A single neuron is not
distinguished in any way.
Instead, it's just one of the
axes in a representation
space.

Intriguing properties of
neural networks
[Szegedy et al.]

/]
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(a) Unit sensitive to white flowers. (b) Unit sensitive to postures.
(c) Unit senstive to round, spiky flowers. (d) Unit senstive to round green or yellow
objects.

Figure 3: Experiment performed on ImageNet. Images stimulating single unit most (maximum stimulation in
natural basis direction). Images within each row share many semantic properties.
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(a) Direction sensitive to whlte, spread (b) Direction sensitive to white dog%
flowers.
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(c) Direction sensitive to spread shapes. (d) Direction sensitive to dogs with brown
heads.

Figure 4: Experiment performed on ImageNet. Images giving rise to maximum activations in a random direc-
tion (maximum stimulation in a random basis). Images within each row share many semantic properties.

Fei-Fei Li & Andrej Karpathy Lecture 8 - 66 2 Feb 2015




