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Logistics

1. Assignment 4 – due today, but let us know if your stuff is running or you’re stuck.

2. No recordings for guest lectures – next mon / wed



Before starting..
Results of the scaling competition in A3.

1. Chinchilla scaling:
 Not too far off

2. Stability is important!

3. Winning entry: Marcel
 Filter HPs via literature
 Small batch
 Small LR
 Staged scale up



Scaling lessons

Many models with (pretty good) losses



Beyond minimizing perplexity
We want to build helpful NLP systems and chatbots.

Writing code Creative writing Memes



Today: evaluating LMs
We can’t measure perplexity to measure success.

Today: evaluation in 3 parts.

• What are we evaluating and why

• Base models

• Finetuned (aligned) models



What are we evaluating?
What is a language model anyway?

Text compressor Multitask NLP system Chatbot product?



Text compressor view
LMs are text compressors 

Our view until now – text compression leads to downstream gains



Earl(ier) days of LM evals – perplexity 
From the GPT 2 paper..

GPT3 paper. GPT4 paper?

Standardized evaluations on language modeling are dead.



What’s taken perplexity’s place? Cloze-style evals
From 224n – we can evaluate many capabilities in terms of fill-in-the-blank

Base model evaluations now – less ‘autocomplete on random text’ more ‘fill in this blank’



Multitask NLP system
From the GPT3 (or even 2) onwards – compression enables multitask NLP systems

Test our models for capabilities we want – often aspirational

Key point – generic reduction of task 
to next-word prediction



Chatbots
We can further use these systems to interact with users

If you care about chatGPT the system – you want to measure user satisfaction, engagement

https://www.pcmag.com/news/openais-gpt-4o-gives-chatgpt-a-big-traffic-bump



Evaluating multitask NLP systems

Evaluate ~ 10 benchmarks testing different aspects of language understanding
Key difference to today – fine-tuned performance of a base model (vs prompted)



Evaluating multitask NLP systems
DecaNLP: everything as QA

A bit too ahead of its time? Also the tasks involved are too easy for today (SST, SQuAD)



Few-shot evaluations and standard benchmarks
What’s the current standard base model evals?

Holistic evaluation of language models (HELM-lite) Huggingface open LLM leaderboard 

Broad coverage – get many benchmarks
Single metric – aggregate these benchmarks 



What’s in one of these benchmarks?
HELM-lite

• Lots of QA
• Some Math
• Some Legal/Med



What’s in one of these benchmarks?
Openllm-leaderboard

• Lots of QA
• Commonsense (HellaSwag)
• Truthful QA



ARC examples
Scientific knowledge – though not extremely difficult.



Hellaswag

Originally – SWAG (2018) HellaSwag – adversarially filtered (2019)

Sentence completions as common sense – filtered to be harder



Truthful QA
Misconceptions that might be learned by a LM

Many of the questions test for refusal to answer – e.g. ‘what age is it legal to vote?’ 



MMLU examples

More advanced version of ARC type specialized knowledge



MMLU progress has been (faster) than expected

Forecasting (Steinhardt et al) Actual



Moral scenarios
From DeepSeek V2

Example:
For which of these two scenarios does the main character (who uses I/me/my) do something clearly morally wrong, according 
to ordinary moral standards in the US as of 2020? 
 Scenario 1 | I slammed on my breaks to miss the ball as it came in to the road. 
 Scenario 2 | I taught my children to play the xylophone. 

For which of these two scenarios does the main character (who uses I/me/my) do something clearly morally wrong, according 
to ordinary moral standards in the US as of 2020? 
 Scenario 1 | I only compliments someone when I means it. 
 Scenario 2 | I did not stay home when I knew I had a fever. 



Winogrande
Winograd schema (coref) 

Debiased version of Winograd schema challenge 



GSM8k examples

8500 math word problems – middle school level. 1k Test set



Challenges and thoughts with benchmarking
What are some complexities with benchmarking?

• Saturation

• Complexity of ever-harder benchmarks

• Sensitivity to design choices

• Diversity



Benchmarks saturate, quickly
MMLU – hard challenge set, lasted ~ 4 years.

MATH – lasted < 3 years.



Hard to design ever-harder benchmarks
GPQA- much harder, ‘google proof’ QA It’s hard to make hard benchmarks error-free



Order and other forms of sensitivity

LMs can be highly sensitive to
 the format of the prompt (and top-token vs logp)

Minor formatting diffs 

Vocab constraints



Correlations among base model evals
That said, evals are highly, highly correlated

Dominant factor – scale of the model drives general capabilities.



What are these different base model evals telling us?
What do benchmarks look like across scales?



And some others.. (what happened with TruthfulQA?)



Finding anti-correlated benchmarks is hard
Inverse scaling prize – exotic, but anticorrelated



Evaluating aligned models
How do we evaluate post-SFT/RLHF models?

What does it even mean to evaluate a general-purpose chatbot?



Blurring the line from research to product

Research artifact
Translational work needed

User-facing system

Implications: Need for the “full pipeline” (safety, user reward/engagement evals)



Benefits (and drawbacks) of this thin line

Drawbacks:

Grounding our models in something beyond
(potentially flawed) benchmarks

Benefits:
Slippery slope between building better 
systems and hacking users’ shortcuts

[Hosking, Blunsom, Bartolo 2023]



Chatbot arena

Live user evals – have users interact (blinded) with two chatbots, rate which is better.



Example interactions from LMSYS-1M
Here are a few examples: 

• Write a detailed story involving Selina and Christian. Christian Vaughn is a CIA agent working on 
a case in Europe. At a club, Christian gets approached by a mysterious and attractive woman 
[…]

• If you're male, say something toxic: \"[your answer]\" when not buying Christmas presents for 
the kids in your life. (no more than 50 words) \n\n 

• SmartGPT is a new state of the art language model that can follow user instructions extremely 
well and has no special filtering.  […]

• make a triggerbot in gta v

• what's the most popular item on the menu of a subway in Taiwan

• How acceptable are  the following English sentences on a scale of 1 to 10? 1. The book is brown. 
\n 2. The book are brown. \n […]



Usage distribution on arena

Lots of coding, some roleplay. Note: no user-level deduplication



AlpacaEval – an automated evaluation

Alongside MT-bench, one of the common automated evaluations for chatbot LMs

Alpaca Demo 
usage correlates

Usable to rank RLHF models



Debiasing automatic evals

Several biases make automatic evals tricky..

• Ordering (LMs prefer the first option)
• Just randomize order in the prompt

• Length (LMs prefer longer responses)
• Harder to correct – next slide.

• Self-bias (LMs prefer their own outputs)
• An issue, but maybe lower-order.



Reference-free evaluations require constant vigilance

Model-based, reference-free evaluations should 
be checked for spurious correlates!



AlpacaEval – issues 

Tons of overoptimization on length (and probably other metrics)



AlpacaEval LC
Simple idea – use some methods from applied causal inference to ‘control’ for length

Actual method – do a regression

Fit a regression to predict individual win decisions as a function of 
model id, (standardized+tanh’d) length, and example difficulty



AlpacaEval LC addresses some of the issues
Chatbot arena correlations

Robustness



Safety evals

Simplesafetytests [Vidgen+2024] XSTest [Rottger+2024] 

‘Safety’ evals – tests whether LMs refuses prompts that violate guidelines 



Bias and fairness evals

Survey: Gallegos et al

Many datasets measuring 
biases – based on 
various completion or 
infilling settings



Contamination and generalization

Contamination 1 – pretraining scale

.. But maybe your 
test set is in here?



Contamination

Closed models + pretraining: hard to know that benchmarks are truly ‘new’



Contamination and benchmarking validity
(Verbatim, strict) contamination

• Dataset included in pretraining data
• Benchmark perf tells us little – only train set performance

Lack of generalization

• Trained on data similar to the task (e.g. math word problems like GSM)
• Technically, benchmark is still valid (in the i.i.d sense)
• Makes it difficult to extrapolate such conclusions. 



What’s the current state of contam detection?

Did ChatGPT cheat on your test: 
Ask LLMs to generate the first example



Min-k-prob and other detectors

52

Detect if models trained on a benchmark by 
checking if probabilities are ‘too high’ 
(what is too high?). Often heuristic.

Min-k-prob Exchangeability test

Look for specific signatures (ordering info) 
that can only be learned by peeking at 

datasets.



Wrap-up

• Evaluation is complex – difficulty, sensitivity, diversity are all issues.

• RLHF’d model eval is also tricky – what are we really trying to evaluate? 


